Lecture 1: Overview & Warm-up

Instructor: Raunak Bhattacharyya




Course Webpage




Recent Advances in Al

chris@email com

where are my orders?
i that for you
| i

Order #564789900 Order #67790

Source: Meta-Al

Source: Hootsuite



https://about.fb.com/news/2022/07/metas-new-ai-research-tool-turns-ideas-into-art/
https://blog.hootsuite.com/conversational-ai/

Core Idea

Source: Adobe

0.06 -

0.05 A

0.04 -

0.03 A

0.02

0.01 A

0.00 -

Po(x) po(y|x)

10 20 30 40 50

Source: MachinelLearningMastery

60



https://www.google.com/url?sa=i&url=https%3A%2F%2Fstock.adobe.com%2Fsearch%3Fk%3Dgroup%2Btyping&psig=AOvVaw1mofIYASLPzpbozVofEfcQ&ust=1719549120332000&source=images&cd=vfe&opi=89978449&ved=0CBUQ3YkBahcKEwiwrvLn-fqGAxUAAAAAHQAAAAAQBA
https://www.google.com/url?sa=i&url=https%3A%2F%2Fmachinelearningmastery.com%2Fprobability-density-estimation%2F&psig=AOvVaw2nAaXomUaCKPWpsBmqbB7N&ust=1719549416195000&source=images&cd=vfe&opi=89978449&ved=0CBUQ3YkBahcKEwj4i5P3-vqGAxUAAAAAHQAAAAAQBA

. a4 i LEE SEDOL
RL: Discovery

Looks like something a
person might draw!

Source: Deepmind, DQN

Unexpected: sometimes better than
what a human may have done!

Adapted from Sergey Levine


http://www.youtube.com/watch?v=TmPfTpjtdgg
https://www.youtube.com/watch?v=TmPfTpjtdgg

Why this Course

e Exciting recent breakthroughs



Breakthroughs

a Drone racing: human versus autonomous
Theinternational journal of science /10 February 2022
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Al algorithm outcompetes human
championsin Gran Turismoracing game

Gran Turismo, Source: GT Sophy Champion-level drone racing, Source: Nature


https://www.gran-turismo.com/us/gran-turismo-sophy/
https://www.nature.com/articles/s41586-023-06419-4

Superhuman GT

THE TEAM BEHIND
GT SOPHY

Sony Al



http://www.youtube.com/watch?v=zdMz-lDh-QE

Superhuman Drone racing

Science— = =



http://www.youtube.com/watch?v=HGULBBAo5lA

Emergence of Locomotion
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http://www.youtube.com/watch?v=hx_bgoTF7bs

Manipulation
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http://www.youtube.com/watch?v=W4joe3zzglU

Why this Course

e Exciting recent breakthroughs

e Based on derived foundational approaches
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SOTA RL algorithms

most common baseline rl algorithms used in research papers starting
from 2022

Proximal Policy Optimization (PPO) .
PPO is renowned for its balance between implementation simplicity and performance. It has =
been widely adopted as a standard baseline in various RL research contexts.

Soft Actor-Critic (SAC) ‘ |
SAC is an off-policy algorithm that integrates maximum entropy principles, enhancing :
exploration and learning stability. It is particularly effective in continuous action spaces.

Deep Q-Network (DQN)
DQN combines Q-learning with deep neural networks, enabling agents to learn policies directly
from high-dimensional inputs like images. It remains a foundational baseline in RL research.

Twin Delayed Deep Deterministic Policy Gradient (TD3)
TD3 addresses overestimation biases in the Deep Deterministic Policy Gradient (DDPG)
algorithm, offering improved performance in continuous control tasks.

13 Generated by ChatGPT



Why this Course

e Exciting recent breakthroughs
e Based on derived foundational approaches

e Benefits of scale and generalisation (think: CV in 2013)
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Mobile Manipulation
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http://www.youtube.com/watch?v=CHS9HSb1uqA

Why this Course

e Exciting recent breakthroughs
e Based on derived foundational approaches

e Benefits of scale and generalisation (think: CV in 2013)

e Being used in other cutting edge Al research & technologies
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Optimising Image Generation

———  anant playing chess ———

Source: DDPO
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https://arxiv.org/pdf/2305.13301

Language

Step 1

Collect demonstration data,
and train a supervised policy.

A prompt is

sampled from our :
Explain the moon
prompt dataset. landing to a 6 year old

Y
A labeler
demonstrates the @
desired output 2
behavior. Some pec;pte went
to the moon...
This data is used SET
to fine-tune GPT-3 252
% o ./).7\\0
with supervised \.\52{/
learning. 2
ElEE

Step 2

Collect comparison data,
and train a reward model.

A prompt and

several model :
Explain the moon
outputs are landing to a 6 year old

sampled. o o

Explain gravity. Explain wiar.

o o

People went to

it | | oot
A labeler ranks

the outputs from @
best to worst.

This data is used _M

to train our 2o
LN,
reward model. \}se(./
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Step 3

Optimize a policy against
the reward model using
reinforcement learning.

A new prompt

is sampled from W'ite?sww
the dataset. about frogs

|
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g O/.)?K\.
an output. \.\SQ{/
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The reward model RVM
. D
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the output. N
Y

The reward is

used to update he

the policy

using PPO.




Language
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http://www.youtube.com/watch?v=aKnTCZWhLno

Circuit
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20 PrefixRL, NVIDIA



https://arxiv.org/pdf/2205.07000
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21 Algorithmic Pricing, Lyft



https://eng.lyft.com/pricing-at-lyft-8a4022065f8b

Nuclear Fusion Research
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22 Tokamak Plasmas, DeepMind



https://www.nature.com/articles/s41586-021-04301-9

Why this Course

e Exciting recent breakthroughs
e Based on derived foundational approaches
e Benefits of scale and generalisation (think: CV in 2013)

e Being used in other cutting edge Al research & technologies

e Open questions
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Open Questions

Theory often Follows Invention

» Telescope [1608]

» Steam engine [1695-1715]
» Electromagnetism [1820]
» Sailboat [?77]

» Airplane [1885-1905]

» Compounds [?77]

» Feedback amplifier [1927]
» Computer [1941-1945]

» Optics [1650-1700]

» Thermodynamics [1824-....]

» Electrodynamics [1821]

» Aerodynamics [1757]

» Wing theory [1907]

» Chemistry [1760s]

» Electronics [....]

» Computer Science [1950-1960]
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Contextualizing RL

Nearest [ Constraint } " Temporal J
[ Neighbors } [ SCEMEh ] __Satisfaction _ Logic
. , " Model
[ Regression ] [ MDPs ] Bayes Nets ] _ Checking

[ Reflex } [States ] [Variables ]

[ Retrieval J

[ Reasoning ]

Adapted from Percy Liang



Search Problems

deterministic

state s, action a state Succ(s, a)



Uncertainty in the Real World

How other agents might behave

N,
o

N
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state s, action a random

/
state s,

Source: istockphoto



https://www.google.com/url?sa=i&url=https%3A%2F%2Fstock.adobe.com%2Fsearch%3Fk%3Dgroup%2Btyping&psig=AOvVaw1mofIYASLPzpbozVofEfcQ&ust=1719549120332000&source=images&cd=vfe&opi=89978449&ved=0CBUQ3YkBahcKEwiwrvLn-fqGAxUAAAAAHQAAAAAQBA
https://stock.adobe.com/search?k=group+typing
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10x10 grid
e Up, down, left, right

e 0.7 correct dir (as

instructed), 0.1 rest

e Green cells are

absorbing (end

state)

Figure from Algorithms for Decision Making, Mykel Kochenderfer


https://algorithmsbook.com/

Contrast to Supervised Learning

Class labels
—) [| Agent ll

Cat a1
> | Image classifier state reward action
Dog Sf Rf A;

— . Rt+l (

I

<

<> Environment ]4—

4 Cat L
> | Image classifier
AN Dog Source: Sutton & Barto

Source: Medium

~

Input: Input: State s; at each time step
Output: y Output: Action a; at each corresponding time step
Data: D = {(z;, ;) } Data: (1, 1,71, S2,02,T2, - - -, ST, AT, TT)

Goal: fe(wz) Ry Goal: Learn policy g : 8 — a;

to maximize total reward obtained

[ Someone gives you the labels ] [ Pick your own action ]



https://www.google.com/url?sa=i&url=https%3A%2F%2Fpub.aimind.so%2Fwhat-is-reinforcement-learning-230bf5b11b61&psig=AOvVaw39Q1IHRHNVfwgwcZ55k7y6&ust=1719553910823000&source=images&cd=vfe&opi=89978449&ved=0CBUQ3YkBahcKEwig-_zUi_uGAxUAAAAAHQAAAAAQEA
http://incompleteideas.net/book/the-book-2nd.html

Contrast to Supervised Learning

Class labels

> Image classifier
| Image classifier
A

Source: Medium

A

e |.i.d. data

e Known ground truth labels in training
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Data is not i.i.d.

O

Previous outputs influence future inputs

No ground truth labels

O

We know the reward


https://www.google.com/url?sa=i&url=https%3A%2F%2Fpub.aimind.so%2Fwhat-is-reinforcement-learning-230bf5b11b61&psig=AOvVaw39Q1IHRHNVfwgwcZ55k7y6&ust=1719553910823000&source=images&cd=vfe&opi=89978449&ved=0CBUQ3YkBahcKEwig-_zUi_uGAxUAAAAAHQAAAAAQEA
http://incompleteideas.net/book/the-book-2nd.html

RL Objective

Pe(Sl,ah .- -,ST,CLT) — P(S1) Hthl 7T9(at | St)p(3t+1 | St,at)

pe(T)

[ 0" = argmaxy K., ) [22, 7 (st at)]]




Approaches to RL

Policy Optimization Dynamic Programming
modified
policy iteration
DFO / Evolution Policy Gradients Policy Iteration Value Iteration
Q-Learning
Actor-Critic
Methods
32

Slide from John Schulman



\What we will cover
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Module 1

e \What types of problems has RL been used for

e Representing said problems

e Notation and mathematical formulation
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Module 2

e Solution approach

e Key constructs

e Approximations
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Module 3

e \What if we don’t have the full model?

e Monte Carlo methods

e Temporal difference approaches
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Module 4

e Flagship model-free methods

e Q-learning

e SARSA

e DAQN

e Double Q learning
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Module 5

e How do we explore?

e Bandits

e UCB
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Module 6

A paradigm shift: Alternate approach

Search problem

Optimisation-based approaches

Actor-critic methods

39



Module 7

e Learning models

e Model-based RL

e Dyna

40



Module 8

e How do humans do RL?

e Soft optimality

e Maximum entropy
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Module 9

e Can agents learn from humans?

e Imitation learning

e Combining with powerful generative models
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Module 10

e Learning reward functions

e Inverse RL
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Module 11

e RL without trial and error

e Offline RL
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