Lecture 10: Temporal Difference Prediction

Instructor: Raunak Bhattacharyya




Policy Iteration

E

Policy Iteration (using iterative policy evaluation) for estimating 7 =~ 7,

1. Initialization
V(s) € R and 7(s) € A(s) arbitrarily for all s € 8; V (terminal) =0

2. Policy Evaluation
Loop:
A+0
Loop for each s € 8:
v+ V(s)
V(s) < 2o p(s's7]5,7(s)) [r - ’)V(S,)]
A+ max(A, v —V(s)])
until A < # (a small positive number determining the accuracy of estimation)

3. Policy Improvement
policy-stable < true
For each s € §:
old-action < m(s)
m(s) + argmax, . . p(s', s, a) [r++V(s)]
It old-action # w(s), then policy-stable + false
It policy-stable, then stop and return V = v, and 7w = m,; else go to 2

Section 4.3, Sutton & Barto



http://incompleteideas.net/book/RLbook2020.pdf

Vg, for the greedy policy
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Fig 4.1, Sutton & Barto



http://incompleteideas.net/book/RLbook2020.pdf

Generalised Policy lteration

. e [wo simultaneous, interacting processes
evaluation

., o Make value fun consistent with current policy
/\ o Make policy greedy w.r.t. current value function
0 %

7~ greedy (V)

improvement
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Wk g >V

[ GPI: Evaluation and improvement processes interact, independent of granularity ]

4 Section 4.6, Sutton & Barto


http://incompleteideas.net/book/RLbook2020.pdf

Value lteration

n Vi (s0) Viu(s1) Vu(s2) Vi(s3) Vi (s4)
0 3 3 2 2 |

1 3 3 2 2 2.8

2 3 3 3.8 3.8 2.8

3 4 4.8 3.8 3.5 352
4 4.8 4.8 4.52 4.52 3.52
5 5.52 5.52 4.52 4.52 3.808
10 | 59232 5.9232 | 4.96928 | 4.96928 | 3.96928
20 | 5.99921 | 5.99921 | 4.99969 | 4.99969 | 3.99969

Section 3.4.2, Mausam & Kolobov



https://link.springer.com/book/10.1007/978-3-031-01559-5

Demo: Value lteration

GridWorld: Dynamic Programming Demo
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ReinforceJS, Andrej Karpathy


https://cs.stanford.edu/people/karpathy/reinforcejs/gridworld_dp.html

DP: Summary

Problem Bellman Equation Algorithm
lterative
Policy Evaluation

Prediction | Bellman Expectation Equation

Bellman Expectation Equation

+ Greedy Policy Improvement Policy lteration

Control

Control Bellman Optimality Equation Value lteration

7 From David Silver



Model-Free Prediction



Model-Free Approaches

e MDP model is unknown, but we can sample from it

Autonomous vehicle in Robotic navigation in Advertising with
traffic unknown envs unknown user behavior

e MDP model is known, but it's easier to sample

[ Climate models } [ Robotic navigation } [ Game playing }




Monte Carlo Estimation

[ Setting ] [ Episodes and visits ]

1 N
]E[f(fb’)] fL= N Z f(z;)

where x1,r9, ...,z N are i.i.d. random samples drawn from the distribution over x.

e Sample trajectories
e Store the obtained returns

e Average
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Temporal Difference

e C(Can learn from incomplete episodes

e Setting: Learn online, i.e. after
every timestep
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Temporal Difference Policy Evaluation

| Norealty,bootstrap
V(St) = V(Se) + a(Rep1 +7V(Se41) — V(St))

s S
/?”\a ? cI)
D(

TD(0)



Visual: Dynamic Programming

V(S5:) < Er [Rer1 +7V(Se+1)]

S
(J

13 From David Silver



Visual: Monte-Carlo

V(S:) «+ V(5:) + a (G — V(St))

\)
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14 From David Silver



Visual: Temporal Difference

V(S:) « V(5¢) + a(Rey1 +7V(St41) — V(St))

15 From David Silver



TD: Driving Example

FElapsed Time Predicted Predicted
State (minutes) Time to Go  Total Time
leaving office, friday at 6 0 30 30
reach car, raining 5 35 40
exiting highway 20 15 35
2ndary road, behind truck 30 10 40
entering home street 40 3 43
arrive home 43 0 43

16 Section 6.1, Sutton & Barto


http://incompleteideas.net/book/RLbook2020.pdf

TD: Driving Example

45 =
___actual outcome
_ 40 -
Predicted
total
travel ;5
time
30 1

T T T T T T
leaving reach exiting 2ndary home arrive
office car highway road street home

Situation

actual
outcome

T T T T T T
leaving reach exiting 2ndary home arrive
office  car highway road street home

Situation
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Section 6.1, Sutton & Barto


http://incompleteideas.net/book/RLbook2020.pdf

Random Walk

B ()=t~ (C) = (D)= (E) "~

start

Tabular TD(0) for estimating v,

Input: the policy 7 to be evaluated
Algorithm parameter: step size o € (0, 1]
Initialize V (s), for all s € 8T, arbitrarily except that V (terminal) = 0

Loop for each episode:

Initialize S

Loop for each step of episode:
A < action given by 7 for S
Take action A, observe R, S’
V(S) « V(S)+ oz[R +V(S") — V(S)}
5 — S

until S is terminal




Random Walk
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