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e — greedy policy:

For all actions to continue to be selected infinitely often,
the policy has to continue to select them

_J1—e+ g ifa=argmax, Q(s,a)
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TAl otherwise

€

m(als) > TAG)]

[ More general: epsilon-soft policy J




GLIE: Greedy in the limit with Inf. Expl.

[ Conditions to get to the optimal policy }

e Explore: Visit all states, try all actions

Starting Q

e Be deterministic ... eventually

g«(s,a) = E {Rt—i—l + ymax 0+ (St41,0") | S=s, Ay :(L]

3 Images from David Silver



Plan

e TD Control Methods

e On-policy & Off-policy

e Exploration & Bandits



Windy Gridworld: Description

e 4 det actions
| e Upward crosswind
S G o Strength below grid
—X {
Actions e Undiscounted episodic
| task
@ 0 0 1 1 1 2 2 1 O

o Reward -1 each
timestep until G

5 Example 6.5, Sutton & Barto


http://incompleteideas.net/book/RLbook2020.pdf

Reminder: Benefits of TD over MC

e Lower variance

e Online

e Can learn from incomplete sequences

e I|dea: GPI with TD, update every timestep



Building Blocks: Dynamic Programming

Vk+1(S) =E [Rt+1 + '}’Vk(St+1) | St =8, A ~ N(St)]

gik+1(8,a) = E[Res1 + yqr(St+1, Ar+1) | ¢ = 5, A = a

Vis1(s) = mC?XIE |Ris1 + yvi(Se+1) | St = 5, Ay = al

gk+1(s,a) = E |Rys1 + Yn}f}X qr (St+1, a') | S =5,A, =a



TD Control: SARSA

Gi+1(8,a) = E[Rry1 + ¥qi(St41, A1) | S¢ = 5, A = a
Q(St, At) +— Q(St, A) + {RH—I + YQ(Str1, Aer1) — Q(Se, At)]

Sarsa (on-policy TD control) for estimating Q) = g,

Algorithm parameters: step size a € (0, 1], small £ > 0
Initialize Q(s,a), for all s € 87, a € A(s), arbitrarily except that Q(terminal,-) =0

Loop for each episode:
Initialize S
Choose A from S using policy derived from @ (e.g., e-greedy)
Loop for each step of episode:
Take action A, observe R, S’
Choose A’ from S’ using policy derived from @ (e.g., e-greedy)
Q(S, 4) + Q(S, 4) + a[R +7Q(S", &) — Q(S, A)]
S+ S A+ A

until S is terminal

8 Section 6.4, Sutton & Barto


http://incompleteideas.net/book/RLbook2020.pdf

SARSA in the GPI Framework

Tabular SARSA converges to the optimal action-value function, q(s, a) — q.(s, a),
if the policy is GLIE

e GLIE sequence of policies

e Robbins-Monro sequence of
step sizes

0 oo
E ap = 0 Eat2<oo
t=1 psd

[ One timestep of evaluation J

9 Image from Hado van Hasselt



Windy Gridworld: Solution
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e SARSA
o Eps: 0.1
o Alpha: 0.5
o Qinit: 0

Example 6.5, Sutton & Barto


http://incompleteideas.net/book/RLbook2020.pdf

Q-Learning

gr+1(s,a) = E [Rpq + Y max qx(Si41,a") | S =5,A; = a

Q-learning (off-policy TD control) for estimating 7 =~ m,

Algorithm parameters: step size a € (0,1], small € > 0
Initialize Q(s,a), for all s € 8, a € A(s), arbitrarily except that Q(terminal,-) =0

Loop for each episode:

Imitialize S

Loop for each step of episode:
Choose A from S using policy derived from Q (e.g., e-greedy)
Take action A, observe R, S’
Q(S,A) + Q(S, A) + a[R + ymax, Q(5",a) — Q(S, A)]
S+ S

until S is terminal

[ One step walkthrough ]

11 Section 6.5, Sutton & Barto


http://incompleteideas.net/book/RLbook2020.pdf

Q-Learning: Convergence

Q-learning control converges to the optimal action-value function, ¢ — g*, as long as we take
each action in each state infinitely often.

[ No need for policy to become greedy ]

12



Cliff Walking

e 4 det actions

R=-1
Safer path
e Undiscounted episodic
Optimal path I 1 task
S The Cliff G o Reward -1 each

o i 3 timestep
R=-100 o Reward -1 cliff and

agent back to S

13 Example 6.6, Sutton & Barto


http://incompleteideas.net/book/RLbook2020.pdf

Cliff Walking
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14 Example 6.6, Sutton & Barto


http://incompleteideas.net/book/RLbook2020.pdf

On-policy and Off-policy

e Optimal policy may be deterministic

e But we need stochastic policies to
visit state action pair infinitely often

e To estimate the state-action
value function

15

|

Get to an almost deterministic final policy
(that still explores)

|

[ On-policy type of algorithms ]

Use one policy to explore. Using the
exploration, update another (deterministic)
policy, which eventually becomes the
optimal policy

[ Off-policy type of algorithms }




DP and Sampling

Full Backup (DP)

Sample Backup (TD)

Bellman Expectation

s

Equation for v, (s) Iterative Policy Evaluation TD Learning
Bellman Expectation PP x
Equation for g.(s, a) Q-Policy Iteration Sarsa
Bellman Optimality gl

Equation for q.(s, a) Q-Value lteration Q-Learning

16

From David Silver



DP and Sampling

Full Backup (DP) | Sample Backup (TD)
lterative Policy Evaluation | TD Learning

V(s) < E[R+~V(S) | 5] | V(S) & R+V(S)
Q-Policy Iteration | Sarsa

Q(s,a) « E[R+~vQ(S',A) | s, 4] | Q(S,A) &£ R+~Q(S', A)
Q-Value lteration | Q-Learning

Q(s.2) B[R+ max Q5. ) | s3] | Q(S.4) & R+ max Q(S'.3)

where x & y = x + x4+ a(y — x)

17 From David Silver



