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Exploration vs Exploitation

How can an agent decide whether to attempt new behaviors (to discover
ones with higher reward) or continue to do the best thing it knows so far?




Seaquest, Source
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Mystery Game, Liang



http://www.youtube.com/watch?v=ylpnxye0jsU
https://www.youtube.com/watch?v=ylpnxye0jsU&pp=ygUOc2VhcXVlc3QgYXRhcmk%3D
https://stanford-cs221.github.io/autumn2019/lectures/index.html#include=mdp2.js&slideId=mystery-game&level=0
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Montezuma’s Revenge, Source Pitfall, Source



http://www.youtube.com/watch?v=Klxxg9JM5tY
http://www.youtube.com/watch?v=pslbO6Fddhw
https://www.youtube.com/watch?v=Klxxg9JM5tY&t=261s
https://www.youtube.com/watch?v=pslbO6Fddhw

Single-armed Bandit

One-arm bandit, Source


http://www.youtube.com/watch?v=SstZv7qtP9E
https://www.youtube.com/results?search_query=lot+557+slot+machine

Multi-armed Bandit
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Multi-armed Bandit, Source: Wikipedia

Faced repeatedly with a choice
among k diff options

Make a choice

Receive a numerical reward chosen
from a stationary prob dist depending
on the action you selected

Goal is to maximise expected total
reward over some time period: eg.
1000 action selections

Section 2.1, Sutton & Barto


https://www.google.com/url?sa=i&url=https%3A%2F%2Fen.wikipedia.org%2Fwiki%2FMulti-armed_bandit&psig=AOvVaw0CkCtx2dXlXWvBwfuXbNdo&ust=1730812850493000&source=images&cd=vfe&opi=89978449&ved=0CBcQjhxqFwoTCIiMpcviwokDFQAAAAAdAAAAABAT
http://incompleteideas.net/book/RLbook2020.pdf

Applications of Bandits

e Advert placement
e Recommender systems

e T[ree search

e A/B testing

Fig. 1: A reinforcement learning system for COVID-19 testing (Eva).

Eva -

uses prior testing results to: v

* optimize testing allocation Pseudonymized, u

« produce risk estimates aggregated v
for grey-listing Central

database

No test
Laboratory logs
results in

Submitted by Test 24-48h

visitors 24 h

before entry
Passenger tested

at port of entry.
Sample sent to laboratory

Source: Bastani, Nature 2021

7 Section 1.2, Bandit Algorithms, Lattimore & Szepesvari



https://tor-lattimore.com/downloads/book/book.pdf
https://www.nature.com/articles/s41586-021-04014-z

Formulation
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piri=1)=20;, p(ri=0)=1-0,

estimate Q¢(a) ~ Q(a) = E[R(a)]




Example: Treating a Broken Toe

e Surgery e Surgery: Q(a') =61 =0.95
e Buddy taping e Buddy taping: Q(a?) =02 = 0.9
e Do nothing e Do nothing: Q(a®) =03 = 0.1

e After 6 weeks: do an X-ray to check whether
healed (1) or not (0)

9 From Emma Brunskill



Greedy Approach

Take action a® (r ~Bernoulli(0.95)), get 0, Q(a') = 0

Take action a2 (r ~Bernoulli(0.90)), get +1, Q(a?) =1
Take action a® (r ~Bernoulli(0.1)), get 0, Q(a®) =0

a* = arg max Q,(a
t gae;l(Qt()

10



Regret

e T" denote the total number of rounds or time steps.

e K denote the number of possible actions (arms).

® a; € {1, ¢ ey K} denote the action (arm) chosen by the agent at time ¢.
® Tq (t) denote the reward obtained by choosing action a; at time .

e a* denote the optimal action, which is the action with the highest expected reward:

a* = arg - {If.af).fK} E[r,]
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Regret

The cumulative regret R(T') after T' rounds

R(T) =) (Elre] — E[ra,))

e Maximise cumulative reward

e Equivalent to minimise total regret
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Regret: Greedy Approach

T T
=Y " (Efre] — Elra,]) R(T) =T -E[re] — Y _Elrg]
t=1

t=1

Action | Optimal Action | Observed Reward | Regret
g g 0 0
a* a- 1 0.05
& a* 0 0.85
a’ g | 0.05
a° at 0 0.05

Cannot evaluate regret in real settings because requires knowledge of
the true best action
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Regret: Rate of Growth

greedy

e-greedy
Total regret
ecaying e-greedy
0 1 2 3 4 5 6 i 9 10 1 12 13 14 15 16 17 18 19
Time-steps
14

Adapted from Emma Brunskill



10-armed Testbed

e 2000 10-armed bandit problems A
2
) a4(3) 06
e For each bandit problem, set the 1 )
. . ’ 24(4
true action values by sampling gooward o OB f-B-F--1 -8 - -
from a standard Normal £ ok . ©
distribution 2
3
e Then, when we test our proposed L A e
learning algo, the obtained reward Action

at each timestep is sampled from
a Normal(Q(ai),1)

15 Section 2.3, Sutton & Barto


http://incompleteideas.net/book/RLbook2020.pdf

10-armed Testbed

e 2000 10-armed bandit problems A
2
a4(3)
e One run: 1000 timesteps on a 1 ( P g
bandit problem goward o -ER-1-B-Y-1-Bod ¥
i a.(2) ()
24(6)
e Do 2000 runs, each run for a P
different bandit problem. This 3
establishes the learning algo T T T T T T T
performance

Action

16 Section 2.3, Sutton & Barto


http://incompleteideas.net/book/RLbook2020.pdf

Performance on 10-armed Testbed
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Section 2.3, Sutton & Barto


http://incompleteideas.net/book/RLbook2020.pdf

Value Function Approximation
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‘Real-World’ RL

Source: Deepmind, DQN

1 283360(]
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http://www.youtube.com/watch?v=HGULBBAo5lA
http://www.youtube.com/watch?v=hx_bgoTF7bs
http://www.youtube.com/watch?v=TmPfTpjtdgg
https://www.youtube.com/watch?v=TmPfTpjtdgg

Mountain Car

Source

goal
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x € [-1.2,0.6]
v €[-0.07,0.07]
(a = 1)
(a=1)
(a=0)

—1 reward every turn

past x = 0.6


https://algorithmsbook.com/files/appendix-f.pdf

Mountain Car

Episode 149

v’ < v+ 0.001a — 0.0025 cos(3x)

x' — x4+

3

Source
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http://www.youtube.com/watch?v=M4hemjXATto
https://www.youtube.com/watch?v=M4hemjXATto&pp=ygUjbW91bnRhaW4gY2FyIHJlaW5mb3JjZW1lbnQgbGVhcm5pbmfSBwkJ4AkBhyohjO8%3D

