DOUBLE DQN



DQN RECAP

o Agent takes action a from state s and lands at s' and gets reward r.

o Tabular logic:

o Q[s,a] was my current estimate of the Expected Future reward.

o My current observation says it should be r+ gamma*Q[s',next_best_action]

o0 S0 let's just update the table and put new estimate/ update to a moving
average with some learning rate.

o ln Q Network , no table but we have parameters(theta) that control the
Mapping (s,a)-->Q. We thus treat our observation as a target

o Y_target=r+tgamma*Q[s', next_best_action]
o Tweak theta parameters such that Q(s,a) is updated to the new values.
o How? Regression / Gradient Descent any other optimizer.



How do the Q updates look like?



Overestimation in Q Learning
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Consider the following MDP: _ . . , \ ] _
: N o Suppose we go (LEFT, a2) again and recieve a reward -0.1 at the end of the episode
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Let now run the algorithm for next episode,
Mow suppose we go (RIGHT) this time and get a reward of @ at the end of the episode

Suppose we go (LEFT, a3) again and recieve a reward -0.3 at the end of the episode
Q[s0, right]=0 Q[s8, left]=0 + max(Q[s1])
Q[sB, left]=0 + 6.2 = 0.2




Double estimator example

* Estimating the max of mean of random variables
* Consider 5 random variables with means
*[1.2,2,1.7,1, 0.9]

* And variance 1.

* Goal find max(E{X_i})



Double Estimators

Single vs Double Estimator Bias (Hasselt 2010)
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Integrand terms for Eq (7): Double-estimator expected value (M=2, Gaussian)

—— j=1term: mul * f1(x) * F2(x)
0.14 f —— j=2 term: mu2 * f2(x) * F1(x)
— sum (integrand of double estimator expectation)
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Sure — for the Gaussian case we used, the two integrands become:

Eq. (5) — Expected maximum:

E[max(X;, Xo)| = fx z[fi1(z)Fa(x) + fo(z) Fi(x)] do
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Eq. (7) — Double-estimator expectation:
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—in words: Eq. (5) weights by the sampled value x, while Eq. (7) replaces x with the true
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Integrand terms for Eq (5): E[max_j X j] (M=2, Gaussian)

—— j=1 term: x f1(x) F2(x)
—— j=2 term: x f2(x) F1(x)
— sum (integrand of E[max])




Integrand terms for Eq (7): Double-estimator expected value (M=2, Gaussian)

—— j=1term: mul * f1(x) * F2(x)
0.14 f —— j=2 term: mu2 * f2(x) * F1(x)
— sum (integrand of double estimator expectation)
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Policy Gradient

J(8) = Errpy(r) [r(7)] s Bl 0] = f po(7)r(r)dr -~ VeJ(9) = / Vops(7)r(7) dr

T
po(7) = po(s1,a1,...,87,ar) » po(s1,a1,... 87 ar) =p(s1) [1,— molar | s¢) p(seaq | sty ar)

To compute the gradient, we need to know the initial state distribution

and transition probability distribution



The Log Trick

VeJ(8) = f Vepe(T)r(7) dr Vopo(T) = po(T) Vg log pg(T)

VoJ(0) = /pg(‘r)VH log pg(7)r(7) dT

L i.e Gradient of objective is the expected
o ETW}?&(’T) [VB 1Og pﬂ(T) T(T)] value, and we can estimate its gradient
using samples drawn from this distribution

[ What about p(t) inside expectation ?? ]




VoJ(0) =E. ) [Valogpg(T) r(7)]
pe(s1,a1,...,87,07) = p(81) Hf—lﬁﬂ(a’t | 81) P81 | 815a4) H AERSEE

\ From previous slide

log pg(7) = log p(s1) Zlﬂg'ﬂ‘g (a; | s¢) + logp(siet | s¢, )

L

Velogps(T) = Vg zlﬂgﬂﬁ(ﬂrt | 8¢)

i=1

T
VoJ(0) = Erpy [(Z Vg logmg(as | s ) (ZI , Q) )]



J(0) = Brrupyitr [?’(T )]

T
Ve J(0) = B mp(r) {(Z Vg logmg(as | Sr)) (Z -"(f"'b”f))]
t=1

t=1

Our final objective Final gradient of objective

No need to know about initial and transition distribution ]




def finish_episode():
R=20
policy_loss = []
returns = []
for r in policy.rewards[::-1]:

REINFORCE, A Monte-Carlo Policy-Gradient Method (episodic) R =r + args.gamma * R
returns.insert (@, R)
Input: a differentiable policy parameterization 7 (a|s, @)
Initialize policy parameter 8 € R%
Repeat forever: returns = (returns — returns.mean()) / (returns.std() + eps)
Generate an episode So, Ao, R1, ..., Sr—1, Ar—1, Rr, following 7(-|-, ) for log_prob, R in zip(policy.saved_log_probs, returns):
For each step of the episode t =0,...,T — 1:
G < return from step t o
0 + 6+ av'GVpInm(AS;, 0) optimizer.zero_grad()

returns = torch.tensor(returns)

policy_loss.append(-log_prob * R)

policy_loss = torch.cat(policy_loss).sum()
policy_loss.backward()

Sutton and Barto, Sec 13.3 optimizer.step()

del policy.rewards|[:]

del policy.saved_log_probs/[:]

Source


https://www.andrew.cmu.edu/course/10-703/textbook/BartoSutton.pdf
https://www.reddit.com/r/reinforcementlearning/comments/don9ux/update_reinforce_algorithm_stepwise_or_episodewise/

Bias & Variance of gradient estimate
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Gradient of objective
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Reward to go ]

=1 t=1 Reduced variance since we reduced the sum to be smaller number ]
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