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Recap

● PG for single state single step MDP with Gaussian Policy

● Lkhd weighted sampling

● PG intuition for softmax on 2-step 2-state MDP

● PG via autodiff
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Plan

● Actor-critic

● Variance and baselines

● Advantage estimation



Example: Puck World

4 Figures from David Silver; Demo: Karpathy

https://cs.stanford.edu/people/karpathy/reinforcejs/puckworld.html


Gradient Estimator

From Sutton and Barto: “...since a Monte-Carlo estimator, will suffer from high variance.”

Variance of the estimator is determined by variance of f



Why Does Variance Matter in Policy Gradients

6 From Sergey Levine



Why Does Variance Matter?

Convex Optimisation, Ryan Tibshirani

https://www.stat.cmu.edu/~ryantibs/convexopt/lectures/stochastic-gd.pdf


Aside: Control Variates

A route to reduce the variance of our gradient estimator



Variance

9 Hugging Face Deep RL Blog, A2C

Let’s see a toy example

https://huggingface.co/blog/deep-rl-a2c


Baseline

Remember this?

Our revised estimator Y does not introduce bias



Optimal Baseline

Thus, sufficient to analyse variance of Y. Then divide by N

Can we ignore the second term?

Independent of b



Optimal Baseline
Goal: Find b such that the variance is lowest

In practice, we use the average reward as the baseline



From Sutton and Barto



Example

Example 13.1, Sutton and Barto



Variance Reduction: Temporal Structure

Reduced variance since we reduced the sum to be a smaller number

Reward-to-go



Variance Reduction: Temporal Structure

Reduced variance since we reduced the sum to be a smaller number

Reward-to-go

The policy at time t’ cannot affect reward at time t when t < t’



Reward-To-Go

If we land at same state and action, we could experience a very different trajectory

Single sample estimate of 
expected reward

The OG

Less samples means higher variance of expected value



Approaches to RL

18 Adapted from John Schulman

Direct search in policy space If we know the policy’s corresponding Q-function, 
we can improve the policy



True Expected Reward-To-Go

Lower variance gradient estimator

We have already seen that baselines reduce variance. Let’s do that here as well



Baseline

Single sample

Avg reward

Let’s work with the true reward-to-go



State-Dependent Baseline

Avg reward-to-go over all possible trajectories that start at that timestep

But, we want average reward-to-go over all possible trajectories that start at that state.

How much better is a compared to 
average action in that state

Framework for actor-critic algorithm


