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Recap

e Control variates, baseline, optimal baseline

e Use Qinstead of G

e Advantage Estimation



Actor-Critic

Critic Updates action-value function parameters w
Actor Updates policy parameters 6, in direction
suggested by critic

Vod(0) = Er, [Vglog my(s,a) Qu(s,a)]
A = aVylogmy(s,a) Qu(s,a)



Advantage computation

A(St, Clt) = Qw(St, Clt) — Vv(St)
Q(st,at) = Elrer1 + vV (st41)]

A(St, CLt) = Tt11 + ’YVU(SH—l) — Vfu(st)



Actor-Critic

Sample {s;,a;} from my(als)

Fit V,(s) to sampled reward sums | Howtosomis? |
Evaluate A™ (84, a5) = (55, a5) + Vip(s) — Vio(s:) _
Vo (0) ~ 3=, Volog mo(ai|si:) A (s;, a;)

Improve policy by 6 < 0 + aV,J(0)
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QAC: Q Actor-Ciritic

m Simple actor-critic algorithm based on action-value critic
m Using linear value fn approx. Qu(s,a) = ¢(s,a)’ w
Critic Updates w by linear TD(0)
Actor Updates 6 by policy gradient

function QAC
Initialise s, 0
Sample a ~ 7y
for each step do
Sample reward r = RZ; sample transition s’ ~ PZ.
Sample action a’ ~ my(s’, a’)
d=r+vQuw(s’,d') — Qu(s,a)
0 =0+ aVglogmy(s,a)Qu(s, a)
w < w + Bd¢(s, a)
a+—a,s« s
end for
end function

From David Silver



Different Flavours of PG methods

VoJ(0) = E,, [Volog me(s,a) G} REINFORCE
=E,, [Vglogmg(s,a) Q"(s, a)] Q Actor-Critic
=E,, [Vologmg(s,a) A”(s,a)] Advantage Actor-Critic
= Er, [Vologme(s,a) d] TD Actor-Critic

Image taken from CMU CS10703 lecture slides




Actor-Critic Process: Visuals
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8 Hugging Face Deep RL Blog, A2C



https://huggingface.co/blog/deep-rl-a2c

Actor-Critic Process: Visuals

| | Step 4

Change in policy parameters (weights)

A Step 5

Tl

t+1 t+1

Aw = B (R(s,a) + YGuw(5t+1, @t+1) — Gu(St, at)) Vwluw(St, ar)

Pf)llcy and valu.e have TD &FFoF Gradient of our value
different learning rates function

e [Se Steps AG = aVy(logmy(s,a))gu(s,a)

Action value estimate



Example

Source: Youtube

Labyrinth, A3C paper, Source: Youtube



http://www.youtube.com/watch?v=qMlcsc43-lg
https://www.google.com/url?sa=i&url=https%3A%2F%2Fstock.adobe.com%2Fsearch%3Fk%3Dgroup%2Btyping&psig=AOvVaw1mofIYASLPzpbozVofEfcQ&ust=1719549120332000&source=images&cd=vfe&opi=89978449&ved=0CBUQ3YkBahcKEwiwrvLn-fqGAxUAAAAAHQAAAAAQBA
https://www.youtube.com/watch?v=qMlcsc43-lg
http://www.youtube.com/watch?v=nMR5mjCFZCw
https://www.youtube.com/watch?v=nMR5mjCFZCw

Actor-Critic Performance

Breakout

Pong

Q*bert

Space Invaders
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| Method | Training Time | Mean | Median |
DQN 8 days on GPU 121.9% | 47.5%
Gorila 4 days, 100 machines | 215.2% | 71.3%
D-DQN 8 days on GPU 332.9% | 110.9%
Dueling D-DQN 8 days on GPU 343.8% | 117.1%
Prioritized DQN 8 days on GPU 463.6% | 127.6%
A3C, FF 1 day on CPU 344.1% | 68.2%
A3C,FF 4 days on CPU 496.8% | 116.6%
A3C,LSTM 4 days on CPU 623.0% | 112.6%
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Asynchronous Advantage Actor-Critic, Mnih, ICML 2016



Advent of Policy Gradient Methods

e Oriented towards finding
deterministic policies

. . . .
Arbltra.ry change in action value can Policy Gradient Methods for
cause it to be selected/not selected Reinforcement Learning with Function

Approximation

e Not converge

Richard S. Sutton, David McAllester, Satinder Singh, Yishay Mansour
AT&T Labs — Research, 180 Park Avenue, Florham Park, NJ 07932

e Instead of approx value func and
then deterministic pol, direct
stochastic policy
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Why Policy Optimisation instead of Value Function

Policy Optimization

Dynamic Programming

Conceptually:

Optimize what you care
about

Indirect, exploit the problem
structure, self-consistency

Empirically:

More compatible with rich
architectures (including
recurrence)

More versatile

More compatible with
auxiliary objectives

More compatible with
exploration and off-policy
learning

More sample-efficient when
they work
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From Pieter Abbeel



Extensions: Motivation

l|,1 ‘Jb ‘ 12 minutes
e o — of training

Source Source
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http://www.youtube.com/watch?v=0I5kl4dns_Q
http://www.youtube.com/watch?v=n2gE7n11h1Y
https://www.youtube.com/watch?v=0I5kl4dns_Q&pp=ygUIaGFhcm5vamE%3D
https://www.youtube.com/watch?v=n2gE7n11h1Y&pp=ygUIaGFhcm5vamE%3D

Plan

e Off-policy and surrogate adv. obj.

e Algorithmic instantiation
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