
AIL 7022: Reinforcement Learning

Lecture 3: Stochastic Sequential Models (Part 2)

Instructor: Raunak Bhattacharyya



Review
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DecodingLikelihood



Trellis: Forward vs. Viterbi

Source: SLP, Dan Jurafsky

DP = recursion + memoization?

https://web.stanford.edu/~jurafsky/slp3/A.pdf
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Plan

● Intro to MDPs

● HMM learning

● MDP formulations



HMM Learning

5



Outline

● Observation Probability

● Backward Probability

● Transition Probability

● Baum-Welch Algorithm



Problem 3: Learning
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Simple Case: Fully Visible Markov Model
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Why does this not work for an actual HMM?



Observation Probabilities



Observation Probs
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Key: Expected number of times in state j



A Side Problem

You are the admissions coordinator for your department. You are 
trialing an office assistant robot that your colleague has requested 
you to test. You have to send offer letters to candidates who 
recently took the admission test. You ask the robot to do the task. 

Unfortunately, there was an error in the visual perception so the 
robot randomly inserted the letters into envelopes (instead of the 
correct letter into the correct envelope) and posted them.

Out of the N accepted candidates, how many got their offer letter?



Letter Envelope Matching Problem

Expected number of correct letters sent

Num correct placements



Learning the Observation Prob. 1 3

Number of times in state j over the sequence of T steps



Learning the Observation Prob. 1 3

How do we find gamma?



Finding Gamma

Numerator

Look familiar?



Backward Probability

Why is this true?



Finding Backward Probability

Source: SLP, Dan Jurafsky

https://web.stanford.edu/~jurafsky/slp3/A.pdf


Back to the Big Picture

1 3How do we find this?



Consolidation

Expected state occupancy count

Does this require knowing 
transition and observation? Can’t we just use alpha?



Consolidation



Transition Probabilities



Transition Probability
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Learning the Transition Prob.

Why is this true?



Learning the Transition Prob.

Why is this true?



Learning the Transition Prob.

1 3

Overall flow?



Consolidation

TransitionObservation

Expected state occupancy count Expected state transition count

Does this require knowing 
transition and observation? Can’t we just use alpha?



Consolidation

TransitionObservation



Baum-Welch Algorithm



Baum-Welch Algorithm

Source: SLP, Dan Jurafsky

Alert: Use of q for state

Expected state occupancy and state 
transition counts

Re-estimate the transition and 
observation probabilities

https://web.stanford.edu/~jurafsky/slp3/A.pdf


Finding Forward and Backward Probs

Initial State Distribution?



E-Step and M-step: Gamma and Obs Prob 



Baum-Welch Properties

● Each iteration changes the parameters in a way that is 
guaranteed to increase the likelihood of the data

● Anytime algorithm: Can stop at any time prior to 
convergence to get an approximate solution

● Converges to a local maximum



Why HMMs?

● Uncertainty: Zone of probabilistic reasoning

● Constructs: Sequences of states, a.k.a. trajectories

● Algorithms: Dynamic Programming, Expectation Maximisation

● States, Transitions and Observations

Modeling, inference, learning



Viterbi

Source: USCSource: Forbes

https://viterbischool.usc.edu/news/2020/03/usc-viterbi-listed-again-among-the-nations-top-10-engineering-graduate-programs/
https://www.forbes.com/sites/karlfreund/2024/03/14/qualcomm-becomes-a-mobile-ai-juggernaut/


Markov Decision Processes
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HMM: State Evolution

Source: Sutton & Barto

http://incompleteideas.net/book/the-book-2nd.html


MDP Framework

● An abstraction for goal-directed behavior

● Whatever the details of sensors, memory and control

● Any problem of learning goal-directed behavior can be 
reduced to three signals passing back and forth 
between an agent and its environment:

● Represent choices made by the agent (the actions)

● Represent basis on which choices are made (the states)

● Define the agent’s goal (the rewards)

Source: Sutton & Barto

http://incompleteideas.net/book/the-book-2nd.html


About the Reward

From Reinforcement Learning: An Introduction, Sutton & Barto

● A way for you to specify what you want the agent 
to achieve…

● NOT how you want it achieved

● The reward hypothesis

http://incompleteideas.net/book/RLbook2020.pdf


MDP

Richard Bellman, Source: Wikipedia

Lev Pontryagin, Source: Wikipedia

Difference from HMM?

https://en.wikipedia.org/wiki/Richard_E._Bellman
https://www.google.com/url?sa=i&url=https%3A%2F%2Fwww.wikidata.org%2Fwiki%2FQ451319&psig=AOvVaw1IlRG0e0WlmbLgoyO4H1ie&ust=1722318747133000&source=images&cd=vfe&opi=89978449&ved=0CBQQjhxqFwoTCOibhcHHy4cDFQAAAAAdAAAAABAE
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Example Applications

Source: Youtube

● Cleaning Robot

http://www.youtube.com/watch?v=_nmcEABPEW0
https://www.youtube.com/watch?v=_nmcEABPEW0&pp=ygUSY2xlYW5pbmcgcm9ib3QgTURQ


Example Applications

Source: Youtube

● Cleaning Robot

● Walking Robot

http://www.youtube.com/watch?v=Ve9kWX_KXus
https://www.youtube.com/watch?v=Ve9kWX_KXus&pp=ygUSc3BvdCB3YWxraW5nIHJvYm90


Example Applications

Source: Youtube

● Cleaning Robot

● Walking Robot

● Pole balancing

http://www.youtube.com/watch?v=vmS8EdxgHoE
https://www.youtube.com/watch?v=vmS8EdxgHoE&pp=ygUOY2FydCBwb2xlIHJlYWw%3D


Example Applications

Source: Youtube

● Cleaning Robot

● Walking Robot

● Pole balancing

● Games: Tetris

http://www.youtube.com/watch?v=CvUK-YWYcaE
https://www.youtube.com/watch?v=CvUK-YWYcaE


Example Applications

● Cleaning Robot

● Walking Robot

● Pole balancing

● Games: Tetris

● Language: Dialog Systems
Source: Youtube

http://www.youtube.com/watch?v=RE3McxSXtR4
https://www.youtube.com/shorts/RE3McxSXtR4


Example Applications

Source: Youtube

● Cleaning Robot

● Walking Robot

● Pole balancing

● Games: Tetris

● Language: Dialog Systems

● Computer Vision: Object Tracking

http://www.youtube.com/watch?v=ZScCDNE9uZE
https://www.youtube.com/watch?v=ZScCDNE9uZE&pp=ygUVc3BydHMgdHJhY2tpbmcgY2FtZXJh


Example Applications

Source: Youtube

● Cleaning Robot

● Walking Robot

● Pole balancing

● Games: Tetris

● Language: Dialog Systems

● Computer Vision: Object Tracking

● Vision + Language: Image Captioning

http://www.youtube.com/watch?v=Vlr_Xdf3pHc
https://www.youtube.com/watch?v=Vlr_Xdf3pHc&pp=ygUcaW1hZ2UgY2FwdGlvbmluZyBzeXN0ZW0gZGVtbw%3D%3D


Example Applications

● Cleaning Robot

● Walking Robot

● Pole balancing

● Games: Tetris

● Language: Dialog Systems

● Computer Vision: Object Tracking

● Vision + Language: Image Captioning

● Server Management



Closer Look at Example MDPs



Grid World

● 10x10 grid
● Up, down, left, right
● 0.7 correct dir (as 

instructed), 0.1 rest 
● Green cells are 

absorbing (end 
state)

Figure from Algorithms for Decision Making, Mykel Kochenderfer

https://algorithmsbook.com/


Racing Problem

From Xuesu Xiao



Racing Problem



Queuing Problem

● Customers line up in a queue. There is only 
one line. Line is empty initially

● We can serve one customer at a time. There 
are two modes of service: fast and slow

● Each timestep, a new customer arrives with 
probability p. The horizon length is T

● Waiting cost: gamma * queue length
Source: Dreamstime

https://www.google.com/url?sa=i&url=https%3A%2F%2Fwww.dreamstime.com%2Fillustration%2Fqueue-meal.html&psig=AOvVaw0nKm86BAxRnaH-PwKVM93m&ust=1722324983321000&source=images&cd=vfe&opi=89978449&ved=0CBQQjhxqFwoTCLiwwvLey4cDFQAAAAAdAAAAABAE


Queuing Problem: Formulation


