Lecture 4: MDPs & Value Functions

Instructor: Raunak Bhattacharyya
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http://incompleteideas.net/book/the-book-2nd.html
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Queuing Problem

Source: Dreamstime

Customers line up in a queue. There is only
one line. Line is empty initially

We can serve one customer at a time. There
are two modes of service: fast and slow

Each timestep, a new customer arrives with
probability p. The horizon length is T

Waiting cost: gamma * queue length


https://www.google.com/url?sa=i&url=https%3A%2F%2Fwww.dreamstime.com%2Fillustration%2Fqueue-meal.html&psig=AOvVaw0nKm86BAxRnaH-PwKVM93m&ust=1722324983321000&source=images&cd=vfe&opi=89978449&ved=0CBQQjhxqFwoTCLiwwvLey4cDFQAAAAAdAAAAABAE

Queuing Problem: Formulation
S =10,1,2,...} : Length of the queue z; zg =0
U = {Fast (F), Slow (S)} Completion probs: q(F) > q(S5)

c(xy, up) = vy + d(uy) Service costs: d(F') > d(S)

Ifi = () Ifa > 0
p(m':1|m:0,u:F/S):p p(m/:w+1lwau):p'(l_Q(u))
p(z'=0|z=0,u=F/S)=1-p p(' =z |z,u)=(1-p) - (1-q(u) +p-qu)

pz' =z —1]z,u) =q(u)-(1-p)



Plan

e Queuing Problem
e Value functions

e Policy Evaluation



Policy

[ We need a policy, a rule for action selection that works in any state ]

Search problem: path (sequence of actions)

MDP:
% Definition: policy

A policy 7 is a mapping from each state s € States to an action a € Actions(s).

Adapted from Percy Liang



Open Loop Plan

down, up) = 20
down, down) = 20

[ Open loop plan chooses down action from s, ]

From Decision Making under Uncertainty, Mykel Kochenderfer



https://web.stanford.edu/group/sisl/public/dmu.pdf

Dice Game

PR Py
= ; s a s T(s,a,s")
i Y in quit end 1
| in stay in 2/3
i 1 $10 @ in stay end 1/3
Path Utility
[in; stay, 4, end] 4
[in; stay, 4, in; stay, 4, in; stay, 4, end] 12
[in; stay, 4, in; stay, 4, end] 8

[in; stay, 4, in; stay, 4, in; stay, 4, in; stay, 4, end] 16
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From Percy Liang



Dice Game
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10 From Percy Liang



Value Functions
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Obijective
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Expectations

0* = arg mgxxIETNpG(T) Zr(st,at)

b=

[ RL is really about optimising expectations ]

(8¢, a;) : not smooth
Suppose policy g(a; = fall) = 6
Epy () [23:1 (¢, at)] : smooth in 6

Why RL can use smooth optimisation techniques
even though rewards are highly discontinuous

Source: Pinterest

Adapted from Sergey Levine


https://www.pinterest.com/pin/712835447247926645/

Expectations in the Objective
T

J(Q — Twpg('r) |:Z r(St, ¢

=i

Expanding it out for clarity

}



Factorising the Trajectory Distribution

P9(81,a1,---,3T,0«T) ZP(Sl) Hle We(at ’ St)p(3t+1 \ st,at)

P(Sl,a1,82,az,83) :p(81) 'p(a1,82,a2,83 | 31)
:p(Sl) 'p(al ! 81) 'p(82,a2383 \ 81>a1)
:P(Sl) -p(a,1 \ 81) °P(82 \ 81,a1) ~p(a2,53 \ 31,a1,32)

:p(sl) 'p(al ! 81) 'P(82 \ 81,01) -p(a2 \ 82) 'P(83 \ Sz,az)

[ Can we use this factorization in the objective function? }




Conditional Expectations

J(0) =E

s1~p(s1)

gy mome (a1]s1) [T(Slv a1)+E52Np(52 |s1,a1) {Eazwwe(az |52)

7(s2,a2)+ -+ | s2] | Slaal} ‘Slw}



Introducing the Q-function

J(0)

=E

s1~p(s1)

E

ai~mo(ai|sy)
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[T(Sla a1>+]E32Np(32 |s1,a1) [Eag ~7g(az|s2)

7(s2,a2)+ -+ | s2] | sl,al}
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Suppose we knew this part

/




Definition: Q-function

i

Q" (51, a1) = E[Z r(se, ay)

it=d

Expected cumulative reward obtained by
Sty At taking a, in s, and then following the policy

‘](0) — Eslrvp(sl) ]Ea1~7rg(a1|sl) [Q(Sla (11)

.




