Lecture 7: Model-Free Policy Evaluation

Instructor: Raunak Bhattacharyya




Policy Evaluation
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2 Section 3.2, Mausam & Kolobov, and Percy Liang


https://link.springer.com/book/10.1007/978-3-031-01559-5

Policy Evaluation: Iterative Solution
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Backup diagram for v,

[ Bootstrapping J [ Prediction (vs. control) J




Example: Random Walk
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4 Example 6.2, Sutton & Barto


http://incompleteideas.net/book/RLbook2020.pdf

Blackjack

[ Formulation ]

[ Dynamic programming hard ]

Source, Simulator

5 Example 5.1 Sutton & Barto


https://www.google.com/url?sa=i&url=https%3A%2F%2Fwww.wikihow.com%2FPlay-Blackjack&psig=AOvVaw1_HZioS04Zm5PLQKzcebK5&ust=1755151796602000&source=images&cd=vfe&opi=89978449&ved=0CBgQjhxqFwoTCKik8I2Qh48DFQAAAAAdAAAAABAT
https://www.arkadium.com/games/blackjack/

Model-Free Approaches

e MDP model is unknown, but we can sample from it

Autonomous vehicle in Robotic navigation in Advertising with
traffic unknown envs unknown user behavior

e MDP model is known, but it's easier to sample

[ Climate models } [ Robotic navigation } [ Game playing }




Plan

e Monte Carlo
e Importance Sampling
e Off-policy

e Temporal Difference



Monte-Carlo Policy Evaluation

8 Sections 5.1 & 5.5, Sutton & Barto


http://incompleteideas.net/book/RLbook2020.pdf

Monte Carlo Estimation

[ Setting ] [ Episodes and visits ]

1 N
]E[f(fb’)] fL= N Z f(z;)

where x1,r9, ...,z N are i.i.d. random samples drawn from the distribution over x.

e Sample trajectories
e Store the obtained returns

e Average



Monte Carlo Policy Evaluation

First-visit MC prediction, for estimating V = v,

Input: a policy 7 to be evaluated

Initialize:
V(s) € R, arbitrarily, for all s € 8
Returns(s) < an empty list, for all s € S

Loop forever (for each episode):

Generate an episode following 7: So, Ao, R1,S1,A1.Ro,....S7_1,Ar_1, R
G+ 0
Loop for each step of episode, t =T1T'—1,1T—2,...,0:

G +— ’YG + Rt+1

Unless St appears in So, S1,...,St—1:

Append G to Returns(St)
V(St) < average(Returns(St))

[ Convergence ]

10 Section 5.1, Sutton & Barto


http://incompleteideas.net/book/RLbook2020.pdf

Backup diagram
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e Estimate for one state does not build upon the estimate of any
other state (this was the case in DP)

e Monte Carlo methods do not bootstrap

[ Computational expense of estimating the value of a state is independent of the number of states ]

11 Section 5.1, Sutton & Barto


http://incompleteideas.net/book/RLbook2020.pdf

Blackjack

Usable
ace

[ Policy: Stand only if 20 or 21 ]

After 10,000 episodes

After 500,000 episodes

At convergence
value jump for last 2

Value drop off

Frontmost values
higher for usable ace

Usable ace less
certain and regular

Example 5.1 Sutton & Barto



Off-Policy Prediction via Importance Sampling
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